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“Die bewusste Wahrnehmung ist an sich schon ein analytischer Akt.”1 (Brech, 1994, p. 48) 
 

Introduction 

The study of music has revolved around the idea that a musical score is the central 
representation of a work since the nineteenth century (Dahlhaus, 1989, pp.8-10). However, 
conventional musical notation is often insufficient for analyzing contemporary music. The 
analysis of notated scores by 20th/21st century composers is extremely challenging. George 
Crumb, Helmut Lachenmann, and Luigi Nono are but a select few who use extended 
techniques, visually unconventional staves, extreme textures, mixed notation (graphical, 
traditional, no notation), and resort to creating performance instructions that do not represent 
the final acoustic outcomes. 

These examples are the beginnings of a long list of 20th and 21st century composers whose 
scores or other written instructions make it difficult to impossible to create an authoritative 
analysis from these sources alone. The situation is exacerbated with the inclusion of electronic 
music, as customarily no written score exists. Consequently, we can only access such 
complex and innovative music through deliberate listening. We need reliable visual 
representation of important musical parameters (pitch, duration, intensity, attack/decay, etc.) 
in order to study and accurately evaluate this music. The objective of the larger research 
question is the formulation of automated, computer-assisted tools for the analysis of 
contemporary music that combines the methodologies of both musicology and computer 
science (Fingerhut, 2006). 

Several researchers have developed computer assisted music analysis programs in recent 
history. Three such iterations by Donin (2004) and Donin et al (2008), Clarke et al (2014), 
and Burleigh et al (2008) have different philosophical approaches regarding the musical 
analysis as well as how this analysis is presented to the user, yet they all rely heavily on the 
manual annotation, and description of the musical materials or spectral components in 
question.  

The Signed Listening Project (SLP) headed by Donin at IRCAM (Institute de Recherche et 
Coordination Acoustique/Musique) is based on the idea of repeated, expert listening and the 
manual annotation of a digital score (see Fig. 1). SLP enables the analyst to annotate and 
embed information pertinent to the music and guide the user through a recording as well as a 

                                                
1 “Conscious perception in itself is already an analytical act,” translated by the author. 
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score (if available). Since the system is based on linking additional information to a central 
representation, it is also possible to add lengthy essays or related materials to the analysis. 
This may include sketches by the composer, or music that has influenced the composition or 
has since influenced other composers. 

 
Figure 1 Sample page of an annotated Signed Listening score 

Tools for Interactive Aural Analysis (TIAALS), is part of the larger Technology and 
Creativity in Electroacoustic Music research project at Huddersfield University and is 
supervised by Clarke. Fig. 2a shows a screenshot of an annotated spectrogram, where 
different shapes and colours represent different, meaningful musical entities. Each of these 
shapes was identified and hand drawn by the analyst, and then the program is able to turn into 
graphs that show relationships between different musical structures (Fig. 2b). TIAALS 
provides an intriguing feature in its interactive sonogram, which allows the user/analyst to 
explore complex timbres in great detail as well as in isolation of other sounds.  However, the 
manual identification, segmentation, and labeling is still the main focus of this tool. 

 

Figure 2 TIAALS screenshots; a) hand marked regions; b) taxonomy according to regions marked 
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In contrast, the software developed by Burleigh  et al (2008) is not generalized and in fact is 
currently only used for the analysis of a singular piece of music by Luigi Nono: A Pierre 
Dell’azzurro silenzio, inquietum, a più cori, for contrabass flute, contrabass clarinet and live 
electronics. Tremendous amounts of time were spent on the manual extraction and annotation 
of the musical materials. Fig. 3 shows a screenshot of the annotated spectrogram. Here the 
task was not to interact with the spectrogram as when using the TIAALS software, or to 
explore the timbres by themselves, but rather to separate all sounding sources and to allow the 
user to peel back the complexities and concentrate on a singular sound source. As such, the 
software allows the user to listen to the piece as performed or listen to the individual 
instruments. Since each instrument also has live transformations and effects associated to it 
during the performance, these elements can also be interactively enabled or disabled for 
listening (such as delayed versions of the signal, pitch-shifted versions, filtered versions). 
This facilitates a rapid understanding of the carefully crafted construction of this complex 
piece, however the time spent by the authors in creating this analysis makes it highly unlikely 
that this could be done for a large amount of pieces in the future.  

The fundamentally different strategy of this project is the automated extraction of salient 
musical features using both computer vision algorithms and signal analysis (for future 
iterations). I propose that a method combining these approaches, taking advantage of each 
system’s strengths will yield a more robust and superior method of segmentation. This paper 
focuses on some of the initial computer vision components, which will ultimately be applied 
towards this end. Two initial algorithms have been identified as a point of departure: the 
Hough Transform and the Watershed Algorithm. These are standard and well-researched 
techniques as briefly documented below. They were chosen for the potential of 
complementing each other: while the Watershed algorithm’s strength lies in identifying 
closed regions, the Hough Transform can theoretically identify arbitrarily complex shapes and 
structures (with increased computational complexity). These techniques complement each 
other as the Watershed can create closed, complex regions, while the Hough can then search 
and identify these regions (within a certain amount of variation) across the entire analysis. 
The concept of closed regions is an important one in the context of musical segmentation 
since sound objects are self-contained entities with a beginning, middle, and end, although 
they may be overlapped or obscured. This “boundedness” could play an important part after 
the segmentation portion of the program where it may be applied to filters to isolate the 

Figure 3 Screenshot of spectrogram with multiple segment overlay 
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sound-object for further intensive listening or apply signal analysis algorithms to explore 
these fragments further.  

Algorithm Overview 

A. Hough	  Transform	  

The Hough Transform was introduced in 1962 to efficiently and reliably identify straight 
lines in a binary image (Hough, 1962). Since its inception, the Hough Transform (HT) has 
become an extremely well studied algorithm in the computer vision community as 
demonstrated by several survey articles: Mukhopadhyay et al (2014), Illingworth et al (1988), 
Leaver (1993). According to Mukhopadhyay et al (2014), over 2500 published research 
articles were available at the time of its writing, with a wide variety of “real life” applications: 
3D object detection with iterative Hough procedures or 3D HT with Hilbert scanning; motion 
detection using both edge pixels and the intensity-gradient; medical imaging for the detection 
of systolic diameters of the carotid artery, the heart and liver, and the segmentation of blood 
cells; biometric identification such as finger-print, palm-print matching or iris detection; 
remote sensing to find linear shapes that  may correspond to roads, rivers, railways, etc.; robot 
navigation that integrates Kalman filtering and HT map matching; optical character 
recognition and document processing.  

The HT is clearly a widely used technique that is still under constant development in a large 
variety of specialties. Assous et al (2015) introduces the HT to show a direct link to the time-
frequency domain in a multiple component, adaptive FM-type signal analysis technique. 
Despite this quite exhaustive literature, however, there seems to be little or no writing 
regarding the segmentation and analysis of spectrogram images. The author’s approach then 
has the potential to fill a niche that has so far had little exposure by the computer vision 
community. 

What follows is a brief introduction to the HT algorithm: 

If straight lines have to be found via brute force, the computational time of all but the 
simplest of circumstances would be unrealistic. First, all possible lines determined by any pair 
of pixels would have to be computed (~n2), and subsequently all subsets of all points close to 
these lines would have to be found (~n3). The original Hough Transform uses the slope-
intercept form of a line 𝑦 = 𝑎𝑥 + 𝑏 and rearranges it to 𝑏 =   −𝑥𝑎 + 𝑦  to create the parameter 
space of (𝑎, 𝑏) where points with identical slope and intercept manifest as intersecting lines 

Figure 4 a) two points in xy-space; b) slope-intersect form of the two lines in ab-space; c) accumulator matrix 
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(point-to-line mapping; see Fig. 4 a and b). An accumulator matrix (AM) is constructed (Fig. 
4c) where accumulator cells are incremented for every edge point (𝑥!,,𝑦!) solved for 
𝑏 =   −𝑥!𝑎 + 𝑦! where 𝑎 is equal to each of the allowed subdivisions on the 𝑎-axis. The final 
value found in an accumulator cell then is the number of collinear points on the line defined 
by the slope-intercept of that cell. This vote-counting procedure (each edge pixel votes for a 
possible line segment and is accounted for in the AM) allows simplifying the task of finding 
straight lines by solving a local maxima problem.  

However, since lines in slope-intercept form are undefined if they are vertical, more recent 
Hough Transforms use the normal representation of a line:  

𝑥 cos𝜃 + 𝑦   sin𝜃 =   𝜌 

Here the loci are sinusoidal curves (Fig. 5 c) on the 𝜌𝜃-plane where 𝜌 is the length of the 
normal to the line and 𝜃 is the angle of the normal to the positive 𝑥-direction (see Fig. 5 a, b). 
The concept of the AM remains the same where the array is divided into equal cells of 
resolution Δ𝜌 and Δ𝜃 respectively (see Fig. 4c but rather than a/b the axis are now 𝜌/𝜃) and 
the cells are incremented by solving the equation with each edge pixel in the binary image. 
The concept of vote-counting and local maxima also remains the same.  

 

B. Watershed	  Algorithm	  

This algorithm is an important contribution to the image segmentation literature, which was 
introduced by Beuchner et al in 1979 as a non-parametric method for contour extraction in 
gray scale images. The main drawback of watershed is over segmentation; Meyer et al (1990, 
pp. 21-46) tries to alleviate this by introducing markers, which assumes a priori knowledge of 
the characteristics of the object of interest. A major field of real life applications can be found 
in medical imaging analysis. 

The Watershed algorithm is based on the concept of visualizing a gray-scale image as a 3D 
topographical surface, where gray-levels represent altitudes (see Fig. 6a). Every pixel is then 
identified by [𝑥,𝑦,𝑔], where 𝑥/  𝑦 are the pixel coordinates and 𝑔 represents the pixel’s gray 
level.  

Figure 5 a) rho-theta normal representation; b) accumulator matrix for rho-
theta; c) visualization of the Hough space (rho-theta accumulator matrix) 
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Figure 6 a) Topographical representation of a spectrogram (see Fig. 7); b) Oversegmentation of a spectrogram 

 

A pixel can then be classified as one of three kinds: 
1) the pixel is a local minimum, 2) the pixel belongs to the catchment basin or watershed of 
that minimum (water will flow with certainty to one local minimum), and 3) the pixel is part 
of the watershed line (water will equally likely flow to two or more minima). Generally, a 
watershed algorithm is concerned with finding pixels of the third group, where dams are built 
to stop different basins from merging. Since each pixel of the image has to be attributed to 
one of these categories, the watershed algorithm, by default returns only bounded regions. 
This feature of the Watershed is why it was chosen for this research. Sound-objects are also 
by definition, bounded regions (although they may overlap or obscure each other) as they are 
represented in a spectrogram. The major drawback with this algorithm is that it is highly 
susceptible to noise and local irregularities, which results in over segmentation (see Fig. 6b).  

Discussion 

The techniques discussed above represent an initial attempt at utilizing computer vision 
algorithm for the purpose of music spectrogram analysis. The analysis of electronic music via 
spectrograms is by no means a new field of study (Brech, 1994). However, the fundamental 
difference in this proposed approach is the combination of traditional musicological and 
theoretical practices with computer vision algorithms. While this process does rely on 
computer assistance it is by no means suggested that the human element can or should be 
removed from the final analysis or evaluation task. As was shown in the Introduction, other 
software currently available (Donin et al,  Clarke et al, Sallis et al) makes heavy use of this 
human element in their approaches. The ultimate goal then is to aid the analyst/listener to 
quickly highlight, group, and attach descriptors to geometric structures that could be of use in 
the further analysis/understanding of the piece.  
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A simple case study will clearly show the differences of the above introduced techniques.  
Fig. 7a shows the spectrogram of a single piano note playing a G2, which was chosen as the 
test image for evaluating initial segmentation techniques since each structure (i.e. partial) is 
clearly separated and easily spotted in the spectrogram. The result of the standard Hough 
Transform is shown in Fig. 7b where the red lines correspond to the found lines and the green 
and blue contours represent the calculated line segments. The partials are fairly well 
represented by the analysis, and further calculations could easily show center frequencies, 
length of partials, and other parameters. 

As was already seen in Fig. 6b above, the result of an unsupervised Watershed analysis is 
very much prone to over segmentation. Here the program found a total of 18,368 separate 
regions. This problem will need further investigation to find a solution that is acceptable in 
the context of spectrogram analysis. To minimize the amount of regions in a first – arguably 
radical - attempt, the spectrogram was converted into a binary image, which drastically 
reduced the number of regions to 448. However as we can see in Fig. 8, the regions do not 
completely coincide with the expected partials of the spectrogram in Fig. 7a. The top line of 
each region does match with any given partial, however the ~45degree downwards angle on 

each segment, which terminates with the 
next lower region, is troubling and most 
likely a bug in the current implementation 
of the algorithm. However, if the error can 
be fixed, the big advantage of this approach 
of segmentation is that any found region is, 
by the very definition of the algorithm, 
closed. This is a very important distinction 
for two reasons: it very closely resembles 
the nature of sound in that it is localized in 
time and frequency and it enables the use of 
the Generalized Hough Transform. 

The standard Hough Transform, 
optimized to find straight lines, is arguably 
not very useable in the search for more 
complex objects as seen, for example, in the 

sound structures identified by TIAALS in Fig. 2a. However, the computational advantages of 

Figure 7 a) original test spectrogram; b) results of the HT 

Figure 8 Regions according to the Watershed algorithm 
superimposed on the spectrogram 
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the Hough Transform as described above, translated into the Generalized Hough Transform 
(GHT; Ballard, 1981, pp.111-122) to detect arbitrary shapes. As can be seen in Fig. 9 the 
GHT is theoretically able to detect complex as well as composite shapes. The possibility to 
create complex, composite shapes is what makes the HT interesting in the quest of 
spectrogram segmentation. Musically meaningful sound-objects are often complex structures, 
which are governed by many parameters and may not be found in adjacent temporal or 
frequency regions. Here the GHT can help in grouping them into a single, describable shape 
that can be used for analysis. 

Another important feature of any GHT is the 
concept of invariance. If we are looking back at the 
HT and the ability to find straight lines, it is easy to 
see that any line, invariant of its rotation and 
translation (i.e. shift), can be found. These features 
extend to the GHT with the inclusion of scale 
invariance. There are musically important features 
that can be described by these invariant types: 
translation to transposition; rotation to inversion; 
scale to (potentially) Q. It is also worth noting that 
since the HT as well as the GHT deals with 
accumulator matrices2, multiple defined shape can be 
found across the entire spectrogram in a single 
processing pass.  

We now start to see how the Watershed algorithm 
might be important in the formulation of the GHT with its guarantee of closed, arbitrarily 
complex regions. If we are able to parameterize the output of the Watershed, then we are able 
to search and identify these shapes across the entire spectrogram image with the help of the 
GHT.  

Conclusion 

This paper outlines the first steps towards a larger project with the goal of aiding musicians 
to quickly and efficiently identify musically meaningful structures in a spectrogram image for 
further analytical tasks. While this discussion focused on simple computer vision components 
that may ultimately be useful, larger technological (e.g. pattern matching AI, descriptors) as 
well as philosophical questions still remain to be framed and explored in future writings.  

Ultimately in order to be useful as an analytical tool, the proposed program should be able 
to handle a variety of scenarios. When initially run, the software must identify and label 
meaningful structures3. As the analyst starts to work and listen, these structures must be 
adaptable to the input of the user (create, append, change, combine, separate, delete), which in 
turn has to trigger another analysis phase for searching and labelling.  

                                                
2 Multi-dimensional matrices in the case of the GHT; one dimension for each parameter we 
wish to define for the complex shape in question.  
3 The term “meaningful” still has to be defined in this context, which is by no means a trivial 
task considering that there is likely no a priori knowledge of the types of sounds or structures 
the program can expect.  

Figure 9 Complex shapes for the GHT (from 
Ballard, 1981, p. 111) 
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This project shows that image segmentation can be useful for the analysis of spectrograms. 
While only a simple timbre was used as an example, two basic algorithms were investigated 
at this early stage. It is clear that this process has definite potential for further research and 
development. This project is framed with the aim to assist the analyst in the task of defining, 
critiquing, and formalizing a piece of music. A key element is the rapid identification of 
sound-object and relationships between similar looking structures. This does not involve any 
judgment or evaluation on the part of the software, which due to the complex nature of music 
and its placement in societal, political, geographical, physiological, and personal structures 
still needs the skilful intervention/invention of the analyst.  
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